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Abstract

Motivated by the high capacity and confidentiality of in-vivo DNA
storage, we address the challenge of data degradation caused by bi-
ological mutations. We analyze the long-term behavior of such sys-
tems by investigating the evolution of k-tuple frequencies. Extending
prior literature on mutation systems, we derive the asymptotic distri-
bution of these frequencies. Our results offer a deeper understanding of
the mutation process, facilitating the development of improved error-
correction schemes for biological data storage.
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The exponential growth in global data generation has compelled re-
searchers to look beyond traditional silicon and magnetic media, identifying
DNA-based storage as a premier candidate for next-generation archival solu-
tions. Leveraging the high information density, longevity, and sustainability
of DNA molecules [Bal12, WkWF03, YGM17], this technology has sparked
intensive interdisciplinary research spanning information theory, molecular
biology, and coding theory.Generally, DNA storage systems are investigated
along two primary trajectories. The first, in-vitro storage, operates in con-
trolled laboratory environments where digital data is converted into nu-
cleotide sequences, chemically synthesized, and stored for long-term preser-
vation. Research in this domain focuses on optimizing encoding and synthe-
sis processes [LLR+20, EH23, ASLY23, MRRY22, JFSB20], while simultane-
ously addressing error correction. These errors include insertions, deletions,
and substitutions arising during synthesis or degradation [BGH+16, DM07,
EZ17, LHT22, NCIK21, CCG+21, NCIK20, LSWZY19, YZWZ21], as well
as read-errors introduced by sequencing technologies [BPRS20, MDSG16,
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SSA+21, EGYM21, MY21]. While practically feasible, in-vitro methods face
ongoing challenges regarding synthesis costs and throughput.The second tra-
jectory, in-vivo storage, represents a biologically integrated paradigm where
information is embedded within an organism’s genomic DNA. This allows
data to persist and replicate via natural cellular processes. Although biolog-
ical constraints and the necessity of preserving genetic function often result
in lower information density compared to in-vitro methods, in-vivo storage
offers distinct advantages. These include enhanced confidentiality through
biological obscurity (steganography) [CRB99], genetic watermarking, and
resilience against physical destruction [HB07, LDB+12, SNMC17, JFS+10].
Moreover, this paradigm enables multi-generational preservation and dy-
namic systems that leverage native cellular mechanisms.However, in-vivo
storage is fundamentally challenged by the organism’s susceptibility to nat-
ural mutations. Unlike in-vitro systems, where errors occur at discrete stages
(synthesis, storage, reading) and deletions typically reduce sequence length,
in-vivo systems are subject to continuous evolutionary pressures. Biological
processes introduce tandem duplications, varying-length deletions, and nu-
cleotide substitutions. These mechanisms often increase sequence length and
fundamentally alter composition over time. Consequently, maintaining data
integrity across generations requires navigating the same selective pressures
and random drift that shape natural genomes.Theoretical frameworks for
mutation systems—encompassing duplication, substitution, and combined
models—have been extensively studied. Existing literature has character-
ized their fundamental properties [JFB17, BTS22], analyzed capacity limits
[LSBF19, EHSB19, FSB15], and developed error-correcting codes to miti-
gate mutational effects [KT18, Kov22, LJWZ18, LWZY17, TLF21, LWZY19,
JFSB17, MV17, SGSD17, TLF21, TYSF20]. These advances establish the
limits of reliable information storage under iterative mutation.This paper
builds upon [Eli24], which established the almost-sure convergence of k-
tuple frequencies to deterministic limits in mutation systems. Here, we ex-
tend that work by deriving the asymptotic probability distribution of these
frequencies. By characterizing the precise limiting distributions and the
statistical properties of fluctuations around the equilibrium, we provide a
deeper mathematical understanding of long-term mutation behavior. These
theoretical insights have significant practical implications for designing ro-
bust error-correction strategies and optimal reconstruction algorithms tai-
lored specifically for the dynamic environment of in-vivo DNA storage.

1 preliminaries

Let A = {a0, . . . , ad−1} be a finite alphabet of size |A| = d. A word (or
a string) w = w0w1 . . . wn−1 over A is a finite concatenation of symbols
from A. We use the notation | · | to indicate both set size and word length.
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The set Ak denotes all k-length words (also called k-tuples) over A, and
A⋆ :=

⋃∞
m=1Am is the set of all finite words over A.

For a set A ⊆ Z and n ∈ Z we write n+A := {n+ j : j ∈ A}. We also
use [n] to denote the set [n] := {0, 1, . . . , n− 1}. For a word w ∈ An and for
A ⊆ [n], we denote by w[A] the restriction of w to the positions in A. For

0 ≤ i < j < n, we also write wj
i to denote wj

i = wi+[j−i+1] = wiwi+1 . . . wj .
For finite words u, v ∈ A⋆, we denote by uv the concatenation of u and

v, and by un the concatenation of u with itself n times. We say that u is
a subword of v, if |u| ≤ |v| and there exists i ∈ [|v|] such that vi+[|u|] = u,
with coordinates taken modulo |v|.

Throughout, we use the indicator function, defined by 1[a=b] =

{
1 if a = b

0 else
.

We use ctv(u) to denote the number of times u appears in v as a subword,

i.e., ctv(u) :=
∑|v|

i=0 1[u=vi+[|u|]] where coordinates are taken modulo |v|. We
also define a notation for the empirical probability of u in v,

frv(u) =

{
0 if |u| > |v|
1
|v|ctv(u) if |u| ≤ |v|

.

We often use vectors to denote the number of appearances and the em-

pirical probability. For a given k ∈ N, the count vector ct
(k)
v ∈ Rdk has

coordinates corresponding to k-tuples. For any u ∈ Ak, the u coordinate is

defined as ct
(k)
v (u). When k is clear from the context, we omit it. Similarly,

fr
(k)
v denotes the vector of frequencies. We now define a mutation law.

Definition 1.1. Let A = {a0, . . . , ad−1} represent a finite alphabet with a
size of |A| = d. A mutation law ϑ : A → A⋆ is a (random) function
with domain A. For every symbol a ∈ A, ϑ(a) is a random word chosen
according to a fixed (and known), finitely supported distribution pa over A⋆.
The distribution pa could depend on the symbol a.

We say that ϑ is an average τ-mutation law if for every t ∈ [d],
E [|ϑ(at)|] = τ .

Example 1.2. A mutation law is best explained by an example. Let A =
{0, 1} be the binary alphabet, define a mutation law ϑ as follows

ϑ(0) =

{
1 w.p. 1

2

00 w.p. 1
2

, ϑ(1) =

{
0 w.p. 1

2

11 w.p. 1
2

.

We stress that in our definition, a symbol cannot be deleted, but must
be replaced with a word that contains at least one symbol. This implies
that for every symbol a ∈ A, |ϑ(a)| ≥ 1 with probability 1. We now define
a mutation step (or mutation round).
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Definition 1.3. Let w = w0 . . . wm−1 ∈ A⋆ be a word over an alphabet
A with |w| = m. Let ϑ be a mutation law over A. A mutation step
(or mutation round) is performed by first selecting a position i ∈ [m] uni-
formly at random, and then applying ϑ on wi to obtain the random word
w0 . . . wi−1ϑ(wi)wi+1 . . . wn−1. With a slight abuse of notation, we denote
the obtained (random) word by ϑ(w).

Example 1.4. We continue with the mutation law given in Example 1.2.
It is straightforward to check that the mutation law is an average (3/2)-
mutation law. If we start with w = 01, then we can calculate the probability
that ϑ(w) = 11. The only way we can obtain 11 after a single mutation step
is if 0 is selected and then transformed into 1. Therefore, we choose the
first symbol in w in the mutation step (probability 1/2), and then the symbol
is transformed into 1 (probability 1/2). Overall, Pr(ϑ(w) = 11) = 1/4.
Determining whether and how one word can mutate into another is generally
straightforward, making the calculation of this probability equally tractable.

The next definition encapsulates the evolution of a word under repeated
mutations.

Definition 1.5. A mutation system is defined by S = (A, w, ϑ), where A
is a finite alphabet, S(0) = w ∈ A⋆ is a non-empty starting word, and ϑ is a
mutation law defined over A. We call S an average τ-mutation system
if ϑ is an average τ -mutation law. A mutation system evolves according to
a discrete random model defined recursively. For n ∈ N, set S(n) = ϑ(S(n−
1)) = ϑn(w), where ϑn(w) is the random word obtained by application of n
mutation steps, starting with the word w.

A matrix M ∈ Mn×m is called non-negative if M ≥ 0 entry-wise.
We use ρ(M) to denote the spectral radius of M, which is defined as the
maximum absolute value (modulus) of its eigenvalues.

A non-negative matrixM ∈ Mn×n is called irreducible iff (I+M)n−1 >
0 entry-wise. The following theorem states several known properties of irre-
ducible non-negative matrices.

Definition 1.6. Let S be an average τ -mutation system over the alphabet
A = {a0, . . . , ad−1} of size |A| = d, and let k ∈ N. The k-substitution

matrix M(k) := M
(k)
ϑ is a real dk × dk matrix, with non-negative entries,

defined as follows. For u = (u0u1 . . . uk−1), v = (v0v1 . . . vk−1) ∈ Ak, the
(u, v) entry in M(k) is

M(k)
u,v :=

∑
l∈N

∑
η∈Al

∑
t∈[d]

Pr(ϑ(at) = η)

k−1∑
j=1

1[vj=at]1[(vj−1
0 ηvk−1

j+1 )[k]=u]

+

l−1∑
j=0

1[v0=at]1[ηl−1
j vk−l+j

1 =u]


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where (vj−1
0 ηvk−1

j+1 )[k] is the sequence obtained by taking the first k symbols

from vj−1
0 ηvk−1

j+1 . When k is clear from the context, we write M instead of

M(k).

In [Eli24], it is shown that if ϑ is an average τ -mutation law, then
ρ(M(k)) = τ + k − 1. The main result of [Eli24] follows.

Theorem 1.7. [Eli24, Theorem IV.11] Let S be an average τ -mutation
system over the alphabet A = {a0, . . . , ad−1}. Fix k and let w be a starting
word of length m ≥ k. Assume that the k-substitution matrix M(k) has
a unique real eigenvalue λ0 = ρ(M(k)) = τ + k − 1. Let r represent the
right eigenvector associated with λ0, normalized to a probability vector. If
the real part of every non-regular eigenvalue λ (geometric multiplicity is
strictly smaller than the algebraic multiplicity) is strictly smaller than k,

then frS(n)
Pr−→ r.

2 Main Results

In this section we present our main results. First, we may strengthen The-
orem 1.7 by directly applying Lebesgue-Vitali’s Theorem, obtaining the fol-
lowing corollary.

Corollary 2.1. With the same notation and assumptions as in Theorem

1.7, we have fr
(k)
n

L1→ r.

Example 2.2. Continuing with Example 1.2, we can calculate the substitu-
tion matrix for the system S = (A, w, ϑ) for k = 2, 3, and obtain

M(2) =


3
2 1 1

2 0
1
2 1 0 1

2
1
2 0 1 1

2
0 1

2 1 3
2

 , M(3) =



2 3
2

1
2 0 1

2 0 0 0
1
2 1 1

2 1 0 1
2 0 0

1
2 0 1 1

2 0 0 1
2 0

0 1
2 1 3

2 0 0 0 1
2

1
2 0 0 0 3

2 1 1
2 0

0 1
2 0 0 1

2 1 0 1
2

0 0 1
2 0 1 1

2 1 1
2

0 0 0 1
2 0 1

2
3
2 2


.

Notice that both M(2) and M(3) are irreducible. The right leading eigen-
vectors (normalized to be probability vectors) are r(2) = 1

10 [3 2 2 3]T ,

and r(3) = 1
60 [11 7 5 7 7 5 7 11]T . From 2.1, the asymptotic fre-

quency of pairs is given by fr
(2)
S(n) → r(2) and of triples is given by fr

(3)
S(n) →

r(3) in L1.

Let M = M(k) be a substitution matrix for some fixed k. For an eigen-
value λi of M, we denote by u(i) the left eigenvector that corresponds to λi.
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We express u(i) and λi by their real and imaginary parts u(i) = u
(i)
r + iu

(i)
c

and λi = λi,r + iλi,c, respectively.

For n ∈ N, let ctn = ct
(k)
S(n) be the count vector of k-tuples after the nth

step. We define X
(i)
n as the projection X

(i)
n = u(i) · ctn, and we express X

(i)
n

also by its real and imaginary parts

X(i)
n = Xr(i)

n + iXc(i)
n = u(i)

r · ctn + iu(i)
c · ctn.

Throughout the paper, we assume that M is diagonizable (the non-
diagonizable case will be discussed at the end).

Let λ0 = ρ(M) be the (unique) principal eigenvalue, i.e., the Perron
eigenvalue. Since M has dimension dk × dk, there are dk eigenvalues. Since
the matrix is real and since by assumptions the matrix is diagonizable,
complex eigenvalues come in conjugate pairs. Out of the dk−1 non-principal
eigenvalues, suppose 2m are complex pairs λi+m = λi, and the rest dk − 1−
2m eigenvalues are purely real.

Definition 2.3. We define the vector for all X
r(i)
n and X

c(i)
n of all non-

principal eigenvalues λ1, λ2, . . . , λdk−1 as

Xn =
[
Xr(1)

n , Xc(1)
n , . . . , Xr(m)

n , Xc(m)
n , Xr(2m+1)

n , Xr(2m+2)
n , . . . , Xr(dk−1)

n

]
.

Notice the first 2m values are for the complex eigenvalue pairs, and the
rest are for the purely real eigenvalues, that Xn contains only real values,
and that in Xn we consider only one eigenvalue from each complex pair. We
are now ready to state our main result.

Theorem 2.4. Let S be an average τ -mutation system with irreducible sub-
stitution matrix for k-tuples M(k), and assume that the frequency of (2k−1)-

tuples converges in probability to some positive vector fr(2k−1) p−→ r(2k−1) > 0.
If for every non-leading eigenvalue λ = λr + iλc, we have λr−k

τ−1 < 1
2 , then

n− 1
2Xn has an asymptotic joint normal distribution.

Recall that a vector has a joint normal distribution iff every linear sum
of its entries has a normal distribution. Thus, it is equivalent to say that for

every set of real coefficients α
(i)
r , α

(i)
c ∈ R, assuming at least one coefficient

is non-zero, the sum

1√
n

m∑
i=1

(
α(i)
r Xr(i)

n + α(i)
c Xc(i)

n

)
+

1√
n

p−1∑
i=2m+1

α(i)
r Xr(i)

n

converges in distribution as n → ∞ to a random variable Z, with a charac-
teristic function E[e(−

1
2
σ2t2)], where σ2 is a non-negative constant. In case

σ2 = 0, the sum converges to 0 in probability. Later on, we show how to
find σ2 and find a condition to ensure σ2 > 0.
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Example 2.5. Consider our running example as in Example 1.2 and fix
k = 2. Recall that the mutation law is a 3/2-average mutation law. Since
M(3) is irreducible, Theorem 1.7 implies that fr(2k−1) converges in probability
to a positive vector r(2k−1) = r(3) > 0. Moreover, M(2) is also irreducible,
and the eigenvalues of M(2) are

λ0 =
5

2
, λ1 =

3

2
, λ2 = 1, λ3 = 0.

Notice that λ0 = τ + k − 1 = 3/2 + 2− 1 = 5/2 and that every non-leading
eigenvalue satisfies the inequality λr−k

τ−1 < 1
2 . The left eigenvectors of M(2)

are

u0 =
[
1 1 1 1

]
, u1 =

[
−1 −1 1 1

]
,

u2 =
[
0 −1 1 0

]
, u3 =

[
1 −3

2 −3
2 1

]
.

From Theorem 2.4, the projection vector Xn of ct
(2)
S(n) on u1,u2,u3 sat-

isfies

lim
n→∞

n− 1
2Xn ∼ N (0,Σ).

We later show how to calculate σ2 in limn→∞
1√
n

∑3
i=1 αiui · ct(2)S(n) ∼

N (0, σ2), for every set of αi.

Overall, throughout the paper, we assume that S is an average τ -mutation,
τ > 1, the matrix M(k) is irreducible and has a regular eigendecomposition
(µa(λ) = µg(λ) for every eigenvalue λ) unless stated otherwise, we assume

that fr(2k−1) converges in probability to some positive vector r(2k−1), and
that for every non-leading eigenvalue λ = λr + iλc, we have λr−k

τ−1 < 1
2 .

3 Walkthrough of the Proof

In this section we will showcase the main steps of the proof of 2.4 giving an
overview of the proof and showing how to calculate the variance σ2.

The general idea of the proof is to construct a sequence that is asymp-
totically equivalent to a martingale difference sequence and captures the
behavior of the system, and those sequences will be easier to analyze. We
follow a similar approach to that of [Eli24], using analogous notation and
relying on several results established therein. We restate the relevant defi-
nitions and results from [Eli24].

Throughout this section, we will drop the i index from expressions like

u
(i)
r and X

(i)
n , as the rest true for all i. To capture the change in the k-tuples

composition in step n, we define ∇ct
(k)
n := ct

(k)
n −ct

(k)
n−1. Similarly, we define
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the following

∇Xr
n := Xr

n −Xr
n−1 = ur · ∇ctn, ∇Xc

n := Xc
n −Xc

n−1 = uc · ∇ctn

M r
n := ∇Xr

n − 1

Yn−1

(
(λr − k)Xr

n−1 − λcX
c
n−1

)
,

M c
n := ∇Xc

n − 1

Yn−1

(
(λr − k)Xc

n−1 + λcX
r
n−1

)
,

where Yn is the length of the mutation system in step n, Yn = |S(n)|. We
denote by Fn the σ-algebra generated by ctj , j ≤ n. In [Eli24, Claim IV.13]
the following claim is proved.

Claim 3.1 (proved in [Eli24]). M r
n and M c

n are martingale differences, with
respect to {Fj}j, with zero mean E[M r

n] = E[M c
n] = 0.

While the processesM r
n,M

c
n are martingale, the random length Yn makes

them difficult to study. Similarly to [Eli24], we approximate the processes
Mn by replacing Yn with its mean E[Yn] = nτ + |w| with |w| being the
length of the initial word w. Clearly, the obtained processes are no longer
martingale. Define

M
r
n := ∇Xr

n −
(λr − k)Xr

n−1 − λcX
c
n−1

(n− 1)(τ − 1) + |w|
, M

c
n := ∇Xc

n −
(λr − k)Xc

n−1 + λcX
r
n−1

(n− 1)(τ − 1) + |w|
.

To claim that we may analyze M
r
n,M

c
n instead of M r

n,M
c
n, we show

asymptotic equivalence (the proof is omitted due to page restrictions).

Claim 3.2. M
r
n,M

c
n are asymptotically equivalent to M r

n,M
c
n under L1,

respectively, i.e. limn→∞ E
[∣∣M r

n −M r
n

∣∣] = 0, limn→∞ E
[∣∣M c

n −M c
n

∣∣] = 0.

We denote this asymptotic equivalence by M
r
n

L1∼ M r
n and M

c
n

L1∼ M c
n.

Moving along similar lines as [Eli24], for fixed αr, αc ∈ R, we seek con-
stants βr

j,n, β
c
j,n for j = 1, . . . , n such that

n∑
j=1

(
βr
j,nM

r
j + βc

j,nM
c
j

)
= αrX

r
n + αcX

c
n + εn,

where εn = O
(
n

λr−k
τ−1

)
is a small error term. In the case that the corre-

sponding left eigenvector ui is purely real, Xc
n = 0, so we will set αc to be 0

as well.
Finding βr

j,n, β
c
j,n is a lengthy and straightforward process, and therefore

will be omitted. We will mention that their values can be bounded above
by ∣∣βr

j,n

∣∣ , ∣∣βc
j,n

∣∣ ≤ (|αr|+ |αc|)
(
n

j

)λr−k
τ−1

+O
(
n

λr−k
τ−1

−1
)
.
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Next, we define the following sums,

vn :=
n∑

j=1

(
βr
j,nM

r
j + βc

j,nM
c
j

)
vn :=

n∑
j=1

(
βr
j,nM

r
j + βc

j,nM
c
j

)
= αrX

r
n + αcX

c
n + εn,

which allow us to approximate the linear sums of Xr
n and Xc

n by sums of
martingale differences through the following claim (the proof is omitted due
to page restriction).

Claim 3.3. Let λ = λr + iλc be a non-leading eigenvalue with λr−k
τ−1 < 1

2 .

Let vn and vn be the sums corresponding to λ. Then vn√
n

L1∼ vn√
n
.

The proof of Claim 3.3 is removed due to page restriction.
From the previous claims, by summing over all vn of all non-leading

eigenvectors λi, i = 1, . . . , dk − 1 of M(k), we obtain that

1√
n

 m∑
i=1

(
α(i)
r Xr(i)

n + α(i)
c Xc(i)

n

)
+

dk−1∑
i=2m+1

α(i)
r Xr(i)

n


is asymptotically equivalent to 1√

n

(∑m
i=1 v

(i)
n +

∑dk−1
i=2m+1 v

(i)
n

)
.

We notice the small error term εn was removed because by dividing in
√
n the error converges to 0. εn/

√
n = O

(
n

λr−k
τ−1

)
/
√
n → 0.

Our goal now is use martingale CLT for vn and and use the CLT for
martingales to prove the main theorem.

We define Fn,j as the σ-algebra generated by ctl for l ≤ j, and

Xn,j =
1√
n

 m∑
i=1

(
β
r(i)
j,n M

r(i)
j + β

c(i)
j,n M

c(i)
j

)
+

dk−1∑
i=2m+1

β
r(i)
j,n M

r(i)
j

 .

Clearly, since M
r(i)
j and M

c(i)
j are martingale differences for every i, their

sum over i is also a martingale difference.
In order to use the martingale CLT (see, for example [HH14, Th. 3.2 and

Cor. 3.1]]), we show that Xn,j satisfy the conditional Lindeberg condition
and the conditional variance condition. Again, due to page limitations, we
omit the proofs.

From the martingale CLT, we obtain that

1√
n

m∑
i=1

(
α(i)
r Xr(i)

n + α(i)
c Xc(i)

n

)
+

1√
n

dk−1∑
i=2m+1

α(i)
r Xr(i)

n
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converges in distribution to a normally distributed random variable Z with
0 mean and a variance of σ2. This follows since

1√
n

m∑
i=1

(
α(i)
r Xr(i)

n + α(i)
c Xc(i)

n

)
+

1√
n

dk−1∑
i=2m+1

α(i)
r Xr(i)

n

L1

∼ 1√
n

n∑
j=1

 m∑
i=1

(
β
r(i)
j,n M

r(i)
j + β

c(i)
j,n M

c(i)
j

)
+

dk−1∑
i=2m+1

β
r(i)
j,n M

r(i)
j


d−→ Z.

We now show how to find σ2. Letm0,m1, . . . ,mdk−1 be the lexicographic
enumeration of all the k-tuples Ak. For i, j ∈ [dk], define

θmi,mj :=
∑

v∈A2k−1

∑
η∈Supp(ϑ(vk−1))

r(2k−1)(v) Pr(ϑ(vk−1) = η)

(
ct

(k)

vk−2
0 ηv2k−2

k

(mi)− ct(k)v (mi)

)(
ct

(k)

vk−2
0 ηv2k−2

k

(mj)− ct(k)v (mj)

)
.

Notice that v is going over all the (2k − 1)-tuples and that η is going over
the image of the mutation law ϑ applied on the central symbol in v, and
r(2k−1) is the leading right eigenvector of M(2k−1).

We define the Theta matrix using θmi,mj as Θ :=
[
θmi,mj

]
i,j∈[dk].

Example 3.4. Continuing with our running example, for k = 2, the Θ
matrix for our mutation law is

Θ =
1

60


61 −16 −16 −14
−16 16 16 −16
−16 16 16 −16
−14 −16 −16 61

 .

The matrix will be used to calculate σ2 for any values of αis as we would see
below.

Given Θ we can calculate σ2. Given the space constraints we will show
the equation for the case where all eigenvalues of M(k) are real. For i ∈ [dk],
let ui be the left eigenvector of M(k) that corresponds to λi. We have that

limn→∞
1√
n

∑dk−1
i=1 αiX

(i)
n ∼ N(0, σ2), where σ2 =

∑dk−1
i=1

∑dk−1
l=1

αiαl

1−λi+λl−2k

τ−1

uiΘ(ul)
T .

We conclude by mentioning that although the derivation presented as-
sumes the matrix M is diagonalizable, a similar result holds for the non-
diagonalizable case. In addition, the resulting limiting frequencies are in-
strumental in bounding the capacity of mutation systems, serving as an
increasingly tight approximation as k grows. This characterization provides
a crucial first step toward the development of efficient error-correcting codes
for mutation-based storage.
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