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Abstract

At EUROCRYPT 2025, Florez-Gutiérrez and Todo introduced a
new key-recovery attack on ChaCha based on trail enumeration punc-
turing, which was later extended to Salsa at ASTACRYPT 2025. In
this work, for the first time, we apply the trail enumeration punctur-
ing technique to Forro, a cipher that exhibits stronger confusion and
diffusion than both Salsa and ChaCha. Furthermore, we propose the
first 3-round differential-linear distinguisher for Forr6. As a result,
we improve the time complexity of the best-known attack on 5-round
Forré by approximately a factor of 2'1.

Key Words : Differential-linear distinguisher, Trail enumeration punctur-
ing, Bit Puncturing, Forré.

1 Introduction

Stream ciphers from the Salsa/ChaCha family are widely used in modern
operating systems due to their efficiency and strong security. Salsa20 and
ChaCha20 have been shown to perform well in lightweight and resource-
constrained IoT environments [MAS16, ZSH24|. Several improved ChaCha
variants have also been proposed to secure IoT data and sensor communi-
cations [MHAMZ21|. This growing adoption naturally motivates the study
of newer ARX-based designs. In this context, the recently proposed stream
cipher Forr6 |[CPdCGV™23|, which shares structural similarities with the
ChaCha family, is a promising candidate for future IoT deployments. The
designers of Forr6 claim improved performance over ChaCha on IoT devices.
Therefore, a careful security analysis of Forr6 is essential before its use in
emerging operating systems.

Cryptanalysis of Forrd. Since Forro is a relatively new design, its public
cryptanalytic exploration is still limited. Apart from the differential-linear
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analysis carried out by the designers [CPdCGV 23], only a few independent
studies have examined its security so far [SGD24, GWH™"26]. In their anal-
ysis [CPACGV 23|, the designers proposed a key-recovery attack of 5-round
Forré with a time complexity of 2'%8) suggesting that, with the existing
PNB-based methodology, key recovery beyond 5 rounds remains impractical
without falling back to brute force. The follow-up work in [SGD24| revisited
this setting using a multi-step approach to improve the 5-round analysis, and
later employed the syncopation technique of [WLHL23| to extend the attack
to 5.5 rounds. In [GWHT 26|, the authors presented a 5.5-round differential-
linear distinguisher but did not provide any key-recovery attacks on forro.

Trail Enumeration Puncturing. A recent work presented at EURO-
CRYPT 2025 [FGT25] and ASTACRYPT 2025 [FGT26| introduced a new
key-recovery method for ChaCha-like ciphers that builds on Walsh spectrum
puncturing for linear cryptanalysis [FGT24|. The general intuition is related
to probabilistic neutral bits, but the technique differs in two important as-
pects. First, the key bits treated as neutral, referred to as punctured bits,
are not fixed to specific values. Instead, the target bit is approximated by a
pseudoboolean function obtained by averaging over all possible assignments
of these punctured bits. Second, the approximating function and its corre-
lation are not obtained through experiments. Rather, they are computed
analytically using trail enumeration puncturing, where the function is ex-
pressed as a sum of dominant linear trails. This approach is applicable when
the Walsh spectrum is mainly influenced by a small number of strong lin-
ear trails. In practice, this condition is typically satisfied for ARX-based
constructions.

Our Contributions. Until now, probabilistic neutral bits (PNBs) have
been the most effective tool for the cryptanalysis of Salsa, ChaCha, and
Forr6 . More recently, trail enumeration puncturing significantly improved
the attacks on Salsa and ChaCha. However, no attack on Forré based on trail
enumeration puncturing had been reported so far. In this work, we present
the first application of trail enumeration puncturing to Forr6. In addition,
we propose the first 3-round differential-linear distinguisher for Forré. By
combining this new distinguisher with the partitioning technique and the
use of a distillation table, we improve the time complexity of the best-known
attack on 5-round Forré by approximately a factor of 2'. A comparison
between previous attacks and our results on Forr6 is provided in Table 1.

2 Preliminaries

2.1 Design of Our Target Cipher

Similar to Salsa and ChaCha, the cipher Forré uses a 4 x 4 state ma-
trix VY consisting of 16 words, each of 32 bits. The state includes eight



Table 1: Comparison of attacks against reduced-round Forro.

Target Data | Time Notes Ref.
957 | 9158 PNBs w/ Distinguisher [CPACGVT23]
252:36 | 9l44.14 PNBs w/ Multi-Step [SGD24]

Forr6 5/256
PILE || psien Puncturing w/ Improved Distinguisher This Work

21016 | 9133.18 | Pyncturing, Improved Distinguisher w/ Distillation| This Work

Forr6 5.5/256| 247 |2225.04 PNBs w/ Syncopation [SGD24]

key words (k:o, ki, ko, k3, ks, kg, k10, ]{511), four constants (Co, c1,Ca, 63), two
counter words (tg,t1), and two nonce words (t2,t3). The initial and r-th
round states are denoted by

ko kl kg k‘g 2}6 U{ ’U; ’Ug
VO — to t1 c v — vy  vg v Uy
ks ko kio ki1’ v vy vy VN
to ts3 co  c3 Vi Uiz V4 Ul

Each round of Forr6 consists of four identical sub-round operations (see
Figure 1). In a sub-round, a five-word vector (p,q,r,s,t) is updated using
modular addition, XOR, and rotations as follows:

s=s@t, r=raos, ¢=(@BHr) k10,
p=pBq, t'=tap, ' =(EBt") <<?2T,
7n// — ,,,_/ E S//’ q// — q/ @ T//’ p// — (p/ E q//) <<< 8.

A major distinction between Forré and the Salsa/ChaCha ciphers is
the number of input words used. Forr6 utilizes 5 input words, whereas
Salsa and ChaCha use only 4. The sub-round function (Figure 1) is asym-
metric since the word t is updated only once, while all other words are
updated twice. Similar to the Salsa cipher family, Forré follows a struc-
tured approach where columns and diagonals are modified in alternating
rounds. Each round function of Forr6 consists of four sub-round opera-
tions. During odd rounds, the columns (vg, v4, v, v12,v3),(v1, U5, Vg, V13, Vp),
(va, v6, V10, V14, V1), and (vs,v7,vi1,v15,v2) are updated. In even rounds,
the diagonals (v, vs, v10, V15, v3), (v1, V6, V11, V12, V0), (V2, V7, Vs, V13, V1), and
(v3, v4,v9, V14, v2) undergo updates. After completing all R rounds, the ini-
tial state V° is added back, resulting in the keystream state Z, which is
expressed by Z = VOB VE. Define the state matrix Z, where z; = vy if
i€{4,5,6,7,12,13,14,15} and z; = z; otherwise. For the rest of the paper,
we use v [j] to denote the j-th bit of the i-th word of the state V.
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Figure 1: The sub-round function of Forré

2.2 Traditional Attack Idea

Let E be a reduced-round version of an ARX cipher such that £ = FEy o Fj.
Assume that F; admits a differential-linear distinguisher from A to I'" with
correlation 4. Let Z and Z’ denote the keystream blocks obtained after
removing the modular additions with known input branches. The corre-
sponding key recovery map is then given by

f(Z2,Z' K)=(T,E;"(Z,K)® E; Y(Z', K))

and it is expected to exhibit correlation 4 for the correct value of K.

Using PNBs, we approximate the key recovery map by fixing key bits
that have influence on the correlation. Significant and non-significant key
bits are identified through experiments. First, we evaluate f(Z,Z’, K) for a
randomly chosen known key. Next, for each index i, we evaluate f(Z,Z', K&
ei), where e; denotes the vector that flips the i-th bit of K. If both functions
show a correlation above a predefined threshold, the i-th bit is considered
non-significant.

We denote the remaining significant key bits by K and replace f with
a function g(Z,Z',K). The function g is identical to f, except that the
non-significant bits of K are fixed to constant values. We experimentally
measure the correlation between f(Z,Z', K) and g(Z,Z', K), and denote it
by 4. Assuming independence, the overall correlation for the correct guess
of K is given by 4 X &q.

3 Trail Enumeration Puncturing Attack on Forré6

3.1 Trail Enumeration of a Key-Recovery Map

Figure 2 illustrates an example of trail enumeration in a subround of Forré .
In Figure 2a, the exact key recovery map is illustrated. In Figure 2b, a corre-
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Figure 2: Creation of a punctured map.

sponding punctured map is shown, where bits shown in red are always active,
bits shown in green may be active depending on the trail, and all remaining
bits are inactive. The objective is to compute v{;[27] from (23, Z7, Z11, Z15, 22),
given partial guesses of the subkeys ks, k11 and ko.

The exact key-recovery map for vi5[27] is

(—1)"s127) = £ (23[31-0], k3[31—0], 27[27—0], z15[31—27,22—0]).

We begin from the target bit, for example vf‘5 [27], and enumerate all
linear trails that extend from it. The extension is carried out iteratively,
processing one modular addition at a time. At each step, we expand every
current approximation and discard trails with negligible correlation. After
completing a step, approximations that share the same output mask are
merged by summing their correlations. This procedure continues until the
final round is reached, yielding a partial Walsh spectrum of the key-recovery
map.

As illustrated in Figure 2b, we limit the masks of v3 to bits [3—0], of v2
to bits [27—22], and of v75 to bits [22—18]. Equivalently, all trails activating
any bit in v3[31—8], v2[21—0], or v}5[31—27, 17—0] are discarded. With
these constraints, the punctured key-recovery map is given by:

(—1)vhs7 = (—1)mBlekBlesRnensk2 « ) (z52-0], ks[2], 27[26—22], 21521 —18))

Note that we do not guess k3[3] as it only changes the sign of a correlation.
In the end, we only guess k3[2]. As a result, we obtain 2!3 linear trails. The



Table 2: List of DL distinguisher for Forré

Input Diff Output Mask #Rounds Bias Ref.
AVY[18] I%[7] 2 27804 [CPACGV+23)
AvQ[18] I'2,[7] 2 27882 [CPACGV*23
AvY[11] %,0] 2 27949 |CPACGV*23)
Av[11] I'2,[0] 2 271088 [CPACGV*23]

Av2[21,26,31], Avdy[31]  T[10] @ I'3,[0, 10] @ T'3,[0] 3 27792 This work

puncturing correlation is estimated as the sum of the squared correlations of
all these trails. This yields a puncturing correlation of 27245,

3.2 A new 3-Round DL Distinguisher

The designers of Forr6 introduced several 2-round distinguishers in [CPdCGV*23].
However, no 3-round distinguisher was provided. Moreover, these 2-round
distinguishers are not suitable for key recovery attacks on 5 rounds. In this
work, we propose the first 3-round differential-linear (DL) distinguisher for
Forr¢ .

Using a MILP model, we first identify a 1-round differential that holds
with probability 27°:

(Av2[21,26, 31], Avis[31]) LN (Avd[4,31], Avi[4, 31], Avis[31]).

Next, we extend this trail by 1.5 rounds using a differential-linear tran-
sition with a forward bias of 27292:
DL
—

(A’Ué [47 31]7 AU;’, [47 31]7 Avi:lli% [31]) 15 d

rg°[0],
Finally, we extend the distinguisher linearly by an additional 0.5 round
with probability one, which results in a 3-round DL distinguisher:

Av021,26,31], Av%[31] 25 T3[10] & I3[0, 10] & T3, [0]

3 round

A summary of the distinguishers proposed by the designers in [CPACGV 23],
together with our newly introduced distinguisher, is presented in Table 2.

3.3 Linear Decomposition of the Key-Recovery Map

The output mask T'§[10] & I'3,[0,10] @ I'$,[0] of the newly proposed distin-
guisher is only partially extended when the correlation equals 1 (see Fig-
ure 3). The output parity of the 3-round differential-linear distinguisher is
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Figure 3: Linear decomposition of the 5-round key-recovery map.

the sum of the bits highlighted in red. We have decomposed the key recovery
as a sum of functions f;(Z, K). The functions which involve more than one
modular subtraction are:

fr= (1l fy = (bl gy = (10 gy = (nholt

The other functions, that can be evaluated by subtracting the secret key
from the key stream or its equivalent are:

fs=(=1)%80% and  f5=(-1)8

If the least significant bit is active, for example v3[0], the correspond-
ing bit of Z must be included in the analysis, whereas the related key bit
does not need to be guessed. Therefore, we can safely ignore the functions
related to the least significant bits. For the Boolean functions f5 and fg,
we adopt a partitioning approach [Leul6, BLT20]|, as it results in a reduced
computational complexity for the key-recovery procedure. In contrast, trail
enumeration puncturing [FGT25] is performed for the functions fi, fa2, f3
and fy.

3.4 Punctured Maps for Key Recovery

For the function fi, the punctured map has already been constructed in
subsection 3.1, with a puncturing correlation of 27245, For the function fa,



Table 3: Punctured functions for the 5-round attack

Function Active Bits #Trails p?

z7[27, 26,25, 24

2 2 213 2—2,45
v3[3,2.1,0] « {2

N1

,23,22], z15(22,21, 20, 19, 18],

3[3,2.1.0], k3[3,2]}

26[277 26, 23], 27[3,2, |], 514[22,2|]7
fa v3[3,2, 1] < {%[3,2, 1], k=2[3,2. 1]}, 213 2354
v3[11,10.9] « {z3[11, 10, 9], k3[11,10, 9]}

Z6[30,29. 28, 27, 26], 214[20,19. 18, 17], z15[20, 19, 18,15, 14, 13],
715[10,9, 8, 5,4, 3], 22[10, 9], 25[18, 17], Z6[26, 25], Z7[2, 1], Z12[5, 4],
v35[30, 29, 28, 20, 19, 18] + {Z10[30, 29, 28, 20, 19, 18], k10[30, 29, 20, 19]},
v3]20, 19, 18] + {22[20, 19, 18], k2[20, 19, 18]},
v31[20, 19, 18] + {£11[20, 19, 18], k11[20, 19, 18]},

3 v3[10,9, 8] + {22[10,9, 8], k2[10,9,8]}, 4x 213  9-1351
v31[10,9, 8] + {211[10, 9. 8], k11[10,9, 8]},
vg[18,19] + {Z[18, 19], ko[18, 191},
v3[26,25] « {Z1[26, 23], k1[26, 25]},
v3[2,1] + {22, 1], k2[2, 1]},
v3[10, 9] « {2310, 9], k3[10,9]}
Z7[10,9.8.7], Z15[5, 4, 3, 2], z7[5,4. 3.2, 1,0], Z15[0], Z14[10, 9. 8. 7,5, 4. 3],
713[10,9,8,7,5,4, 3], 24[18,17,16], 23[26, 25, 24], Z6[2, 1], Z7[10,9]
v3[18, 17,16, 15] « {7318, 17, 16, 15], k3[18,17, 16, 15]}
03[13,12,11,10,9]  {23[13,12,11,10,9], k3[13,12,11,10, 9]}
v3[10,9, 8] + {21[10,9, 8], k1[10,9, 8]}
v3,[10, 9, 8] < {Z10[10, 9. 8], k10[10,9, 8]}

fa v§[10,9, 8] + {2[10,9, 8], ko[10, 9, 8]}
v3[10, 9, 8] ¢ {Z[10,9, 8], ko[10,9, 8]}
v§[26] « {Z0[26], ko[26]}
o712 + {z[2], k1 [2]}
v3[10,9] < {22[10,9], k2[10, 9]}
v3[26, 25] « {Z3]26, 23], k3[26, 25]}
V3 [18, 17] = {Z11[18, 17], k3[18, 17]}

5% 213 9—18.97

the punctured key-recovery map is given by:
f2 :(_1)’04114[27} ~ (_1)22[3]@]{2[3]@53[11]@]63[11]@26[27]@27[3}@214[22]X
g2 (52 [27 1]7 k2[27 1]7 53[107 9]7 k3[107 9]7 26 [267 25]7 27[27 1]7 214[21])

273.54_

with a correlation For the functions f3 and f4, we first derive the

following linear approximations:
fo = (=1)"0 = f1(0§[20—16], v}y [10-17,10=7], vy[10-7])

fo= (=)0l = f7 (3118 -16], vd[10—8], vio[10—7], vi5[10-7,5-2])

These approximations have correlations of 27021 and 2721, respectively.
We then extend each linear mask from four rounds to five rounds for both



functions, which yields linear masks on Z and the key K. The resulting punc-
tured key-recovery maps for f3 and fy are listed in Table 3, with puncturing
correlations of 271321 and 271897 respectively.

3.5 Attack Complexity

The correlation of our newly found differential-linear distinguisher (Table 2)
is 27792, When N’ pairs are used, we assume that the observed correlation
follows a normal distribution V(27792 1/N") for the correct key guess. For
an incorrect key guess, the distribution is N(0,1/N’). Let p? denote the
product of all puncturing correlations from f; to fg. The total data com-
plexity N is estimated as N = N’ x p~4. To evaluate the punctured maps
from f1 to f4, we guess the following 32 key bits:
ko[8,9,19], k1[8,9,25], ko[1,2,8,9,18,19], k3[2,9,10,11,12,15,16,17,25],
k9[8,9], k10[8,9,19,29], k11[8,9,17,18,19]
The corresponding puncturing correlation is 273-54 x 27245 5 2713:51 5 9—18:97 _
9—38.47

We apply the partitioning technique for f5 and fg. For each decomposi-
tion, a 2-bit subkey is guessed. Therefore, it is sufficient to guess the following
4 key bits: ks[9,8] and k3[7,6]. Using the partitioning technique, the parity
can be computed with probability (3/4)% ~ 27983, In total, 36 key bits are
guessed. The overall puncturing correlation is p? = 273847-083 — 9=39.3

If N = 223, the success probability with a 36-bit key advantage is almost
one. Thus, the required data complexity is

N — N/ % 239.3X2 — 2101.6‘

In the partitioning technique, the available pairs are immediately de-
termined depending on the key guess. Therefore, the time complexity is
estimated as

IN x 2-0:83%2 o 936 _ 9136.94

3.6 Improving the attack complexity using Distillation Table

The distillation table is a classical method used to speed up key recov-
ery in linear attacks [Mat94]|. In this approach, information obtained from
keystream pairs is stored in a table, and key guesses are tested using this
table. If the size of the distillation table is smaller than the number of avail-
able pairs, the overall time complexity can be reduced. A keystream block
of Forré contains 512 bits, which would normally result in a very large dis-
tillation table. To avoid this issue, the distillation table technique is used
with the existing attack strategy. In the first phase, we evaluate selected
functions in the decomposition. This step reduces the number of keystream
bits involved in the attack. When the remaining size becomes manageable,
we then apply the distillation table method.



First Phase. The two punctured functions f3 and f; depend on many
bits of Z. Therefore, they are not suitable for the distillation table and are
evaluated in the first phase. In total, 30 key bits are guessed.

The time complexity of the First-Phase is estimated as

Ty, = 2N x 230 = 91326,

Second Phase. After the first phase, the remaining functions are fi, fo,

f5, and fs. When puncturing is applied to fi and fo, function f; depends

on 12 bits of Z and 12 bits of Z’, while function f; depends on 9 bits of Z

and 9 bits of Z’. For functions f5 and fg, partitioning is used with a 2-bit

tail. In this case, each function depends on 2 bits of Z and 2 bits of Z’.
Therefore, a distillation table with a dimension of

Ix24+12%x24+2%x2+2%x2+30=280

is sufficient.

Using the output of First Phase, we construct the distillation table with
a cost of N x 230 = 21316 We then evaluate the remaining functions one
by one. For example, first evaluating f; costs 289 x 21 = 281 and reduces
the table size to 9 x 2+ 2 x 24 2 x 2+ 31 = 57. Next, evaluating fo
costs 297 x 2% = 261 and reduces the table size to 2 x 24+ 2 x 2 + 35 = 43.
Similarly, we will repeat this process for the remaining functions f5 and fg,
and the corresponding costs are 24° and 2%3. Therefore, the time complexity
of Second-Phase is estimated as

T, = 21316 4 981 4 961 4 945 4 943
The total time complexity of both phases is

T1 + TQ — 2133.18.

4 Future Work

In this work, we improve the key-recovery attack on 5-round Forr6 by ap-
plying the trail enumeration puncturing technique instead of the traditional
PNB-based approach. In the same spirit, we believe that this method can be
extended to improve the existing attack on 5.5 rounds and potentially lead
to an attack on 6 rounds.
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